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1 Introduction
This deliverable is the second output of tasks T3.1 (“Resource management and orchestration”)
and T3.2 (“Behavioral analysis and cognitive security framework”) which previously
contributed to deliverable D3.1; and of task T3.3 (“Mitigation engine”) which previously
contributed to deliverable D3.2. It therefore provides further details and updates regarding the
technologies included in these previous deliverables. This deliverable also constitutes the first
output of task T3.4 (“Trustworthiness of data flows”).
The deliverable focuses on C4IIoT’s Level-2 and Level-3 Security Mechanisms, as well as
presenting the Mitigation Engine and the Privacy aware, Trustworthy Data & Analytics.
Level-2 security: Security enabled by horizontal device-to-device communication
Within the C4IIoT cybersecurity 4.0 framework, data aggregated by the IIoT devices (edge
nodes) may not be shared among different devices or with data federation partners in raw form.
Furthermore, a data federation partner may want to protect its data and analytics results from
its competitors, or to monetize its data selectively. Level-2 security of the C4IIoT framework
will be built upon multiple technologies brought by the partners in order to support this. One of
them is IBM’s decentralized access control (DAC) solution that utilizes distributed ledger
technologies (Blockchain) and attribute-based encryption (ABE) in order to restrict access to
data using privacy-aware policies, enable auditability of events and access policies and assure
the integrity of data in C4IIoT. IFAG’s secure element technology that allows to protect
sensitive information integrates with the DAC and further strengthen the security and
trustworthiness in C4IIoT by securely storing the secret keys the edge nodes use to interact with
the Blockchain. HPE’s identity management solution completes the Level-2 security
mechanism by providing a public key infrastructure (PKI) that enables to manage and
authenticate identities in C4IIoT using certificates and cryptographic materials.
Level-3 security: Security enabled by machine learning-based Behavioral Analysis and
Cognitive Security capabilities
This security level reasons that, no matter how strong the hardware (Level-1) protection is for
the device, the code, or the communications, it remains possible to bypass or exploit it.
Furthermore, device-to-device communication (Level-2) may have a localized effect (e.g.,
within an IIoT device geographical vicinity), and may not cover an IIoT system in its entirety.
For these reasons, a separate mitigation mechanism is required, that will perform behavioral
analytics. The motivation behind this is to provide a deeper understanding of the whole
environment, including detection of advanced threats and anomalies. Level-3 security of the
C4IIoT framework will include two main technologies. UNSPMF’s Behavioral Analysis and
Cognitive Security component (BACS) will be part of the C4IIoT framework. This component
implements anomaly and outlier detection and AI driven protection mechanisms. It is a software
component offering anomaly detection in IIoT sensory data and network traffic flows based on
machine learning and deep learning algorithms. FORTH’s traffic analysis tool is another part
of the Level-3 mechanism, strengthening the data flow trustworthiness by capturing attacks in
network traffic in both the edge devices and the cloud. It will be able to monitor all the traffic
between the different integrated components of the C4IIoT framework and issue alerts of
attacks to initiate mitigation procedures and for visualization purposes.
Mitigation Engine
The mitigation engine is a central C4IIoT component which provides the core building block
for mitigating attacks across the different layers (edge node layer, field gateway layer, and cloud
layer) of C4IIoT. Its main components, provided by CEA, UP1PS and TSG, are a binary code
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analyser, a software-defined networking controller, and a central brain performing the analysis
of possible reconfiguration based on the available inputs.
Privacy aware, Trustworthy Data & Analytics
Within C4IIoT framework, data transfer both at the factory and in the logistics use case must
be done quickly and reliably. ITML’s data fusion bus (DFB) provides a trustworthy way of
transferring data between the connected components and the permanent storage.
The technologies that are covered in this deliverable are marked in green within the C4IIoT
architecture shown in Figure 1-1 below.

Figure 1-1: The C4IIoT Architecture

The deliverable presents the various technologies that forms the abovementioned building
blocks, describing each technology and its design and implementation in details. As this
deliverable is a demonstrator one, it also includes demonstrations of the tools covered by the
deliverable.
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2 Identity Management
This chapter describes how identities will be managed within C4IIoT. Please also refer to
chapter “Identity Management” of deliverable D4.1. The first consideration to be made as
described in the PKI chapter is the digital identity for the C4IIoT components which is the
X.509 digital certificate. Each X.509 Identity will be handled (enrolled, issued, revoked,
suspended, reinitiated) by the PKI system.
The certificate X.509 is a standard proposed by the International Telecommunications Union
(ITU-T), used to define the format of public key certificates (PKC) and certificate authorities
(CAs). the X.509 certificate is required to authenticate identity and protect data. It is typically
provided by the identity provider, in C4IIoT is the CA, and the certificates will be generated in
different container formats (PKCS12, PKCS10).
This preamble is to indicate that the identity management component is based on the concepts
of PKI and digital identities that the EEs (End Entities) will receive.
Differently that we described in D4.1, we will do a Key Ceremony with a different Encipher
model,
instead
of
RSA
with
ECC,
this
because
the
ECC
(
Elliptic Curve Cryptography) allows to have more compliance to the new components of
C4IIoT (that support only the ECC).
The PKI solution adopted is EJBCA that supports ECDSA (Elliptic Curve Digital Signature
Algorithm) signature keys in addition to RSA.
EJBCA supports the curves that BouncyCastle supports, including named curves from Nist,
SEC and X9.62. Note that EJBCA does not support/allow EC keys less than 224 bits long.
Shorter curves are noted below for reference only.
The architecture of CA is hosted in docker containers, and we will have mainly the following
elements:

Figure 2-1: CA Architecture

In the chapter "2.3 Identity Parameters" of D4.1 we described the type of key used, and as
wrote to have more flexibility now we will build the PKI with the keys described below.
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This chapter describe the parameters of the root and SubCA for C4IIoT. The following table
presents the parameters adopted for PKI system:
The new key adopted is the
•

secp521r1 – NIST/SECG curve over a 521 bit prime field

Root CA:

Subordinate CA, level 1

CN=C4IIOT CA CN=Core SubCA
CN=Edge SubCA
CN=Field SubCA
CN=Cloud SubCA
CN= ….to other use
Length of Private Root Private Key is 521bit like the SubCA
Key name: Root C4IIoT key
State: active
Domani: Root
Visible in subdomain: yes
Type of key: New Key
Length:521 bit
Key algorithm: secp521r1 - NIST/SECG
Device: PIN-protected Soft Token
The SubCA
Key name: <naming SubCA>
State: active
Domani: SubCA
Visible in subdomain: yes
Type of key: New Key
Length: 521 bit
Key algorithm: secp521r1 - NIST/SECG
Device: PIN-protected Soft Token
The CA hierarchy is designed creating several SubCA based on the specific role:

C4IIoT

- 11 -

November 30, 2020

C4IIOT D3.3

SU-ICT-2018/№ 833828

Figure 2-2: CA Hierarchy

Different subordinate CAs can be implemented to segregate network equipment by
administrative or operation domains.
As part of Identity Management is the security compliance process based on CP (Certificate
Policy) and CPS (Certificate practice system). The RFC 3647 describe the CP, as defined in
X.509, is a set of rules that indicates the applicability of a certificate to a company/community.
The Certification Practice Statement (CPS) is a statement of the practices that a CA employs in
managing the certificates that it issues.
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3 Decentralized Access Control and Distributed Ledger
In C4IIoT, IBM will deliver a decentralized solution allowing to control access to data by
various entities, to enable auditability of various events and policies, and to verify the integrity
of data items. Distributed ledger technologies (Blockchain) and attribute-based encryption
(ABE) are two key elements of this decentralized access control (DAC) solution.
3.1.1 Background
There are some existing research results and commercial products in the domain of
decentralized data access control in the world of IoT. Many of them are utilizing the distributed
ledger technologies. In many cases, and in order to overcome scalability limitations of the
distributed ledger as well as to support the “right to be forgotten”, a hybrid approach is taken.
In such an approach, the data itself is stored on a secure storage on the cloud, protected by some
encryption mechanism or otherwise restricted. The distributed ledger is often used to document
meta-data relating to the data, or to define certain policies regarding access to the data on the
cloud.
A deeper review of some existing results and products was given in C4IIoT’s deliverable D4.1
in M12 (May 2020).
Current solutions are missing some capabilities though. Allowing a truly decentralized solution,
where advanced privacy-aware access policies are defined by the data owners and enforced
without an on-line involvement of a central authority, is a gap that needs to be addressed.
3.1.2 Approach
One core element of the DAC is applying encryption in order to restrict and control access to
data. We will apply ciphertext-policy attribute-based encryption (CP-ABE) to data that’s
considered secret or sensitive. CP-ABE is a type of public-key encryption where data
consumers are each granted with a personal secret key. The secret key is associated with a set
of attributes characterizing its holder (for example organization, role, purpose of consuming the
data etc.). Users or entities generating or owning the data encrypt it with a public key and
specify an access policy to the encrypted data as part of the process, describing who shall be
allowed to decrypt it. These access policies are described with attributes and logical {AND,
OR} operators, for example:
(role:analyzer AND purpose:security_anomaly_detection) OR
(purpose:data_visualization AND domain:sensor_readings) OR
((role:admin OR role:supervisor) AND org:IBM)
This mechanism has built-in elements of decentralization. It gives the power in the hands of the
data owners to decide on access policies while encrypting the data. Once a data item is
encrypted, no central authority is required to evaluate the access policy and grant access to the
data, as the encryption mechanism provides an automatic enforcement. In addition, it is a “one
to many” encryption in which data owners do not need to explicitly specify or even be aware
of the specific users or entities consuming the data.
IBM’s solution will also rely on Hyperledger Fabric (HLF) 0, which is a permissioned
blockchain with support for executing smart contracts. HLF will enable auditability of events
and access policies as well as assure the integrity of data in C4IIoT. When data item is created,
shared, modified or when being stored on a storage service, a corresponding record will be
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logged in the HLF channel. These tamper-proof records will include a pointer to the place where
the data item is stored, a hash of the data taken in the time when it was created, modified or
stored, the CP-ABE access policy used to encrypt it, and any other relevant information. This
solution will allow all the entities involved in C4IIoT to monitor the lifecycle of data items and
to verify the integrity of the data.
3.1.3 Design
The following sub-section describes the details of the most recent design of the DAC, to be
implemented and integrated in C4IIoT’s first complete prototype (M18, November 2020).
The DAC will consist of the following sub-components:
•

•
•
•

•
•

•

HLF peer nodes, used to store a copy of the ledger, to endorse new transactions by
invoking smart contracts, to commit new blocks into the ledger and to allow querying
the ledger.
HLF ordering nodes, used to create and distribute new blocks of transactions to the
HLF peers.
HLF clients, used to communicate with the peer and ordering nodes in order to query
the ledger and to propose new transactions.
HLF proxies, used to transfer signed communication between a HLF client and HLF
peer nodes and ordering nodes, in scenarios where the HLF client is deployed in an
environment with limited or no access to the internet.
HLF administrations component, used to set up the HLF channel, join peers to it and
set up smart contracts.
ABE keys-issuing authority, used to issue ABE secret keys and ABE shared public
key for the various C4IIoT entities, where each secret key corresponds to the set of
attributes associated with the requesting entity.
ABE clients, used to encrypt data given an access policy, and to decrypt data given a
secret ABE key.

The architecture of the DAC for the smart factory use case is illustrated in Figure 3-1.

C4IIoT

- 14 -

November 30, 2020

C4IIOT D3.3

SU-ICT-2018/№ 833828

Figure 3-1. Decentralized Access Control architecture in Smart Factory use case

The diagram shows the deployment of the various sub-components of the DAC, and (partial)
interactions its sub-components have between themselves as well as with external, non-DAC
components.
An end-to-end data flow within the various C4IIoT components, in the smart factory use case,
is as follows:
•

All the entities that are part of the DAC (HLF components, ABE components) or that
interact with the DAC (C4IIoT components on edge nodes, field gateway and cloud)
obtain certificates from the CA (step 0 in Figure 3-1).

•

Data encryptors use the ABE keys-issuing authority to obtain the shared ABE public
key used for encrypting data (step 0).

•

Data decryptors use the ABE keys-issuing authority to obtain the shared ABE public
key and a personal ABE secret key used for decrypting data (step 0).

•

An edge node uses an ABE client to encrypt a new data item it wishes to share, such as
sensor readings, in accordance with privacy-aware policies to be specified by the edge
node (step 1).

•

The edge node uses a HLF client to add a record related to the new data item (with hash
of the data to validate its integrity, the access policy used when encrypting the data item,
etc.) into the HLF ledger. This will be done by proposing new transaction to the ledger
by the HLF client (step 2).

•

The encrypted data is being sent from the edge node to the field gateway (step 3).

•

Within the field gateway layer, the data is circulated to data consumers. Data consumers
use an ABE client to decrypt the data, and may use it to encrypt a derivative of the data
which they wish to share (step 4).

•

The encrypted data is being sent from the field gateway to the cloud (step 5).
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•

Within the cloud layer, the data is circulated to data consumers. Data consumers use an
ABE client to decrypt the data, and may use it to encrypt a derivative of the data which
they wish to share (step 6).

•

The encrypted data is being sent to the storage service connector (step 7).

•

The storage service connector uploads the data to the cloud storage service to be stored
under a unique key (step 8).

•

The storage service connector uses a HLF client to update the corresponding record in
the HLF ledger, adding a pointer to the location where the data item is stored on the
storage service. This will be done by proposing new transaction to the ledger by the
HLF client (step 9).

•

Within the cloud layer, data consumers may download encrypted data stored on the
cloud storage service (step 10).

The architecture and data flow presented above demonstrate a deployment of the DAC in an
IoT environment with edge nodes that have some minimal level of computational power and
resources. This allows a truly decentralized deployment with increased security, with an endto-end ABE encryption and with HLF transactions being proposed and signed by the edge nodes
themselves. Such a scenario is demonstrated by the smart factory use case.
In an IoT environment of simple edge nodes that has low computational power and resources
and no operating system, a modified version of the DAC is offered. This version is
demonstrated by the inbound logistics use case, where the architecture of the DAC is illustrated
in Figure 3-2.

Figure 3-2. Decentralized Access Control architecture in Logistics use case

In this use case, both HLF client and ABE client are not present in the edge node layer but
rather in the field gateway layer. The data flow is similar to the one presented for the smart
factory use case, with the following differences in steps 1-3:
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•

An edge node sends a new data item it wishes to share, such as sensor readings, to the
field gateway (step 1).

•

The field gateway uses an ABE client to encrypt the data item, in accordance with
privacy-aware policies to be specified by the field gateway (step 2).

•

The field gateway uses a HLF client to add a record related to the new data item (with
hash of the data to validate its integrity, the access policy used when encrypting the data
item, etc.) into the HLF ledger. This will be done by proposing new transaction to the
ledger by the HLF client (step 3).

The meaning of the above is that a higher level of trust is now needed from the field gateway,
as it performs operations that the edge node would otherwise be responsible to. But data
processed and stored on the cloud is still ABE-encrypted and access is controlled in a
decentralized manner. In addition, HLF still enables auditability of events and the entities
associated with them, and the integrity of data shared and stored on the cloud storage service
can still be verified with the hash of each data item being stored on the HLF ledger.
3.1.4 Demonstration
The following subsection provides a demonstration of the DAC prototype. The demonstrated
version is an initial prototype deployed on September 2020 towards C4IIoT’s first complete
prototype.
The demonstration shows various operations performed against the DAC. The examples of the
client invoking the operations are implemented and shown in Python, though the DAC exposes
REST APIs accessible through any tool capable of sending such requests.
Figure 3-3 below shows a client running on the field gateway handling a newly generated data
item with respect to the DAC. The client approaches the ABE keys-issuing authority running
on the cloud to receive the shared ABE public key by sending a GET request to the appropriate
endpoint (lines 10-11 in the figure). The client then encrypts some sensor readings
(demonstrated in lines 19-20), defining the access policy it wishes to be attached (lines 22-24).
The encryption is done by sending a GET request to an ABE client deployed on the FG (lines
32-33), containing the plaintext to encrypt, the access policy defined and the ABE public key.
The results received from these operations are presented in Figure 3-4. At first, the public key
obtained from the ABE keys-issuing authority is printed. The key is then used to encrypt the
sensor readings, and the resulted ABE ciphertext is shown. This ciphertext can then be safely
shared and distributed to the FG analytics, the cloud analytics, the cloud storage service etc.
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Figure 3-3. Encrypting data using ABE at FG
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Figure 3-4. Encrypting data using ABE at FG – results

Figure 3-5 demonstrates how the above client on the FG then goes ahead and sends a request
for inserting a new record to the HLF ledger associated with the new data item. The record
contains the hash of the data item (generated using SHA-256, line 40) and the ABE access
policy used to encrypt it. The client sends a POST request to the HLF client running on the FG
(lines 56-57), for a dedicated endpoint. This triggers the HLF client to propose a new transaction
into the HLF ledger, involving both peer nodes and ordering nodes of the channel. Next, the
example shows the client querying the HLF ledger to verify the record was successfully
committed (this step is not necessary in practice). The client specifies a filter to filter records
by, as it wishes to retrieve only records that are relevant for this data item (line 61), and then
sends a GET request to the HLF client (lines 71-72). Notice that both requests require the client
secret key and certificate to be attached in order for the identity of the client to be verified.
The results received from these operations are presented in Figure 3-6. Sending a POST request
for the HLF client to add a record to the ledger is resulted with 200 status code. The output of
the GET request is then printed. An array of two records is returned from the HLF: one of type
“abe_access_policy” and the other of type “item_hash”. Notice that both records contain the
name of the creator of the records as was extracted from its certificate.
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Figure 3-5. Adding record using HLF at FG

Figure 3-6. Adding record using HLF at FG – results

After sharing an encrypted data item and adding a record into the HLF ledger describing it,
Figure 3-7 demonstrates how a client on the cloud adds a pointer to the new data item in the
form of another record on the HLF ledger. In this example, the record contains a URL of the
place where the data is stored on the cloud storage service (line 6), but any form of pointer to
indicate where the data can be found may be used (e.g., unique key in a DB). The client sends
a POST request to the HLF client running on the cloud (lines 21-22), for an endpoint that deals
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which such requests. This triggers the HLF client to propose a new transaction into the HLF
ledger, involving both peer nodes and ordering nodes of the channel. Next, the example shows
the client querying the HLF ledger to verify the record was successfully committed (this step is
not necessary in practice). This is done by sending a GET request to the HLF client (lines 3637), similar to the equivalent GET request described for the FG client.
The results received from these operations are presented in Figure 3-8. Sending a POST request
for the HLF client to add a record to the ledger is resulted with 200 status code. The output of
the GET request is then printed. An array of one record, of type “item_pointer”, is returned
from the HLF.

Figure 3-7. Adding record using HLF at cloud
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Figure 3-8. Adding record using HLF at cloud – results

Independently of the HLF-related operations, the ABE-encrypted data is shared among the
various data consumers of C4IIoT. Figure 3-9 below demonstrates how a data consumer client
on the cloud that received sensor readings in the form of a ciphertext can decrypt it for its
analytics to run on. The client approaches the ABE keys-issuing authority running on the cloud
to receive the shared ABE public key by sending a GET request to the appropriate endpoint
(lines 10-11). The client then uses the same ABE keys-issuing authority to receive a personal
ABE secret key by sending a GET request to a second endpoint (lines 18-19). Notice that
obtaining a secret key requires the client to provide its secret key and certificate, and the client’s
ABE attributes will be extracted from the certificate and encoded in the ABE secret key. The
client then decrypts the ciphertext (demonstrated in line 26) by sending a GET request to an
ABE client deployed on the cloud (lines 31-32) containing the ciphertext to decrypt and the
ABE public and secret keys.
The results received from these operations are presented in Figure 3-10. At first, the public and
secret keys obtained from the ABE keys-issuing authority are printed. The keys are then used
to decrypt the sensor readings, and the resulted plaintext is shown.
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Figure 3-9. Decrypting data using ABE at cloud

Figure 3-10. Decrypting data using ABE at cloud – results

Figure 3-11 below shows an example of chain code that was implemented for C4IIoT. Chain
code may be considered as the HLF version of “smart contract”. Chain code is a piece of code
written in some programing language, that defines the operations allowed to be executed on the
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HLF ledger to change its state through transactions. The chain code is agreed to by the entities
forming the HLF channel, and is kept on HLF peers belonging to the channel. The example
shows chain code that was implemented in Node.js, containing two methods:
“addSensorItemInfo” and “addSensorItemPointer”, that call a third, “addRecord” method.
These methods define the two types of transactions allowed in the C4IIoT HLF channel, for
adding sensor item info (hash and access policy) and sensor item pointer (such as a URL).
Notice how, in line 104, the name of the client sending the transaction is extracted from its
certificate to be included in each record.

Figure 3-11. Chain code example

Each HLF peer that installs a chain code runs another, separate docker container in which the
chain code is deployed and executed. Figure 3-12 shows the logs of such a docker container as
it executes methods of the chain code when transaction is received, to later change the state of
the ledger in its associated peer.
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Figure 3-12. Chain code execution
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4 Distributed Ledger Integration with Infineon’s Secure Element
Distributed ledger technologies are a consensus of replicated, shared, and synchronized
database. Technologies such as Blockchain make use of distributed ledger. In the C4IIoT
project, we use Hyperledger Fabric (HLF), which is an open source project of a permissioned
blockchain infrastructure with modular architecture, allowing managing consensus and trust
among different entities. HLF is part of the Hyperledger open source community started by the
Linux Foundation.
HLF works with cryptographic material for tasks like signing transactions, enrolment of new
nodes in the network and safeguard data access policies. Typically, this cryptographic material,
like ECC private keys and certificates, is stored in a software wallet. This way of storing the
keys generates vulnerabilities within the system, for instance, the recovery of keys by a third
party in a malicious way, and this implies the loss of credential of the owner, unauthorized
access control or the data leakage.
Software alone is not enough to protect embedded systems as it can be read, copied and
distributed with relative ease. Secured hardware is needed to reliably store data and software
code, detect manipulation and encrypt data for safe storage and processing. It must be stablished
a hardware-based root of trust that renders embedded software trustworthy.
The IFAG secure element protects sensitive information by encrypting, or in our case, securely
storing the secret keys. Also, it checks the platform, machine and device integrity to identify
manipulation and detecting unauthorized changes.
In the HLF scenario, as described in Figure 4-1, a client is in charge to communicate with the
blockchain network and perform some operations, for example sign transactions that trigger
other events within the network such as executing smart contracts.

Figure 4-1: Hyperledger Fabric architecture
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The client is a Raspberry Pi, which is located in the edge node/field gateway, and IFAG’s secure
element is placed on top of that. The client interacts with the different entities within the
blockchain using the keys stored in the secure element.
This storage in embedded devices is always very sensitive because it can be manipulated or
removed easily. The confidentiality of the cryptographic material is protected by the secure
element in a secured location adding a new hardware security layer.
The IFAG’s secure element used in this case is the OPTIGATM TPM2.0 embedded in the
IRIDIUM SLB 9670 TPM2.0 board. IFAG OPTIGATM TPM2.0 is a fully TCG standard
compliant TPM2.0 with a SPI interface. High-end security controller with advanced
cryptographic algorithms implemented in hardware. The IRIDIUM board is provided with 26pin Raspberry Pi 1 header, compatible with Raspberry Pi 2 and 3 40-pin header, reset button
and reset input from the Raspberry Pi.
In order to enable compatibility of both components: secure element with HLF, both must share
some characteristics, the first one resides in the cryptographic material they use, the generation
of this material must follow the same algorithms. In this case, both use elliptic cryptography
curves, to be more specific: ECC secp256r1, better known as NIST P-256 curve. Second one,
they must meet the Public-key Cryptographic Standards (PKCS). For instance, the certificate
signing request defined in PKCS#10, which is a mechanism between an entity and the
certificate authority in order to apply for a digital identity certificate. In addition, they share the
PKCS#11, which enables a generic API to create and manipulate cryptographic tokens.
In order for the application, in that case HLF, which runs on the platform gets to interact with
HLF a software stack is needed. The TCG TPM2.0 Software Stack (TSS) works between the
TPM driver and the application. It is shown in Figure 4-2.

Figure 4-2: TPM2.0 Software Stack
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The TPM Software Stack (TSS) is a middleware to support, improve and simplify TPM usage.
In general, the TSS features a layered design to fit various requirements from application
developers by providing different user APIs with varying abstraction layers and functionality.
Depending on the chosen API level, its main features include carrying out concurrent access
and session handling, resource and key management. Next to the user APIs, the TSS consists
of other components the user APIs are relying on. These are the TPM Command Transmission
Interface (TCTI), which is used for inter-process communication and the TPM Access Broker
and Resource Manager, which handles concurrent access to the TPM. On top of this stack, it
can use other higher-level modules such as TPM2-Tools.
The TSS implementation follows secure coding guidelines and provides full documentation as
a programming reference. For development, it provides full debug and logging functionality on
a selectable detail level and layer. The TSS is supported by various Linux distributions like
Ubuntu, Fedora, RHEL and Arch Linux.
Overall, three user APIs are defined with increasing abstraction level: System API (SAPI),
Enhanced SAPI (ESAPI) and Feature API (FAPI). FAPI and ESAPI are high level APIs, while
SAPI is low level.
FAPI is currently in draft state and going to be TSS’ highest-level API designed to cover high
part of the relevant application software use cases. For special scenarios, where functionality is
not covered by FAPI, ESAPI and SAPI should be used, which provide one-to-one mappings of
the TPM’s functionality. As the second highest level API, ESAPI also provides some
convenience functionality, e.g., built-in crypto support. The SAPI is the lowest level API
mapping all of the TPM’s functionality one-to-one to commands in the C world.
TSS is used to communicate with TPM on different abstraction layers, as shown in Figure 4-3
below.
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Figure 4-3: TPM Software Stack in the integration with HLF

The TPM2 Access Broker and Resource Manager (tpm2-tabrmd) implements the TCG’s
specification that manages the TPM context in a manner similar to a virtual memory manager.
It swaps objects, sessions and sequences in and out of the limited TPM memory as needed.
The TPM2 Tools are client tools that will use the Enhanced System API (ESAPI) of the TSS to
communicate with the TPM or Resource Manager.
The TPM2 PKCS11 define all the functionalities, which are specified in the PKCS#11 standard.
PKCS#11 is a Public-Key Cryptography Standard that defines a standard method to access
cryptographic services from tokens/devices such as hardware security modules (HSM), smart
cards, etc. In C4IIoT project, we intend to use the TPM2.0 device as the cryptographic token.
PKCS#11 isolates an application from the details of the cryptographic device. The application
does not have to change to interface to a different type of device or to run in a different
environment; thus, the application is portable.
The PKCS#11 standard works as an interface between IFAG’s secure element and HLF. HLF
supports this standard in order to integrate HSMs. By default, HLF use a software wallet in
order to store the cryptographic material. Adding the correspondent configuration in HLF, we
can change this storage method by hardware storage. HLF configuration is shown in Figure
4-4.
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Figure 4-4: HLF Configuration

This configuration consists of indicating the PKCS#11 compiled library and the previously
created token that will interface with the software stack described above.
In order to create the token, the tpm2_ptool tool must be used to create and initialize tokens
with the TPM2.0. This tool needs a label and a PIN to create the token, this data will be then
indicated to HLF. The token, created by the PKCS#11 interface, will be in charge of managing
the keys and serving them when HLF requested them. Figure 4-5.

Figure 4-5: Tpm2_ptool tool

In order to interact with the tokens created, it must use the p11tool tool, this tool provide the
functionalities to manage keys inside the tokens. Figure 4-6 shows how to list tokens.

Figure 4-6: List token

In the figure above the token created with the label and some parameters like the device which
has generated the token are shown. It can be possible to list all the objects created inside the
token, as shown in Figure 4-7.

Figure 4-7: List all the objects in the token
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Two public keys with the respective IDs can be seen, these IDs are responsible of identify each
key when Hyperledger Fabric needs to use them.
As a conclusion, the union of these two components creates a complete robustness within a
system; it adds hardware-enable security (thanks to the secure element) to the security by
horizontal device-to-device communication (provided by the blockchain).
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5 Behavioral Analysis and Cognitive Security module
Behavioral Analysis and Cognitive Security component (BACS) is a component, part of the
C4IIoT framework, that implements anomaly and outlier detection and AI driven protection
mechanisms. It is a software component offering anomaly detection in IIoT sensory data and
network traffic flows based on machine learning and deep learning algorithms. The component
includes unsupervised and supervised machine learning schemes and packages that cover all
three layers of C4IIoT architecture – edge, field gateway and cloud. In this deliverable we will
focus on BACS modules that belong to level-2 and level-3 security mechanisms. A more
detailed description of BACS describing all layers can be found in deliverable 3.1.
BACS consists of three main packages, shown in Figure 5-1.

Figure 5-1: Mapping of BACS packages to the C4IIoT architecture layers

BACS Cloud Layer (BACSCL) will perform anomaly detection based on deep autoencoder
forests (unsupervised AD) and deep neural network forests (supervised AD) implemented in
Python using the Tensorflow 2 library. Modules of the BACSCL will run in a distributed
environment (C4IIoT cloud) and support both data partitioning (training datasets are stored
within a distributed file system) and model partitioning (deep autoencoders/neural networks
within a forest run on different computational nodes within the cloud). This package is currently
in its initial stage of development.
BACSPY is a BACS package that provides anomaly detection based on outlier detection,
classification and representation learning algorithms implemented in Python using Tensorflow
2, scikit-learn and PyOD libraries. Its modules implement anomaly detection running at C4IIoT
cloud, field gateways and Raspberry PI based C4IIoT edge nodes devices. This package is in a
stable development version. Level 1 security mechanisms covered by the BACSPY package
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have been described in more details in Deliverables 2.2 and 2.3. In this deliverable, we focus
on levels 2 and 3.
BACSPY package contains Python modules that cover representation of different types of
datasets for training unsupervised and supervised BACS AD models, unsupervised AD based
on outlier detection algorithms implemented in the scikit-learn library, unsupervised AD based
on outlier detection algorithms implemented in the PyOD library, unsupervised AD using
Tensorflow autoencoders, and supervised AD using the scikit-learn library and Tensorflow2
deep neural networks.
Scikit-learn based unsupervised AD includes elliptic envelope algorithm, one-class support
vector machines, local outlier factor algorithm and isolation forests, while PyOD based
unsupervised AD includes angle-based outlier detection algorithm, k nearest neighbours
algorithm, principal component analysis and histogram-based outlier detection.
Supervised learning functionalities include support vector machines, random forests, naive
Bayes algorithm and K nearest neighbours algorithm, in scikit-learn case and deep neural
network performing binary and n-ary classification in Tensorflow2 case.
BACSC package performs AD detection only at the edge node layer in Logistics 4.0 use case
and belongs to level-1 security mechanisms. Detailed description can be found in Deliverables
2.2 and 3.2.
In this phase of the C4IIoT project UNSPMF has begun to implement extensions to the MVP
version of the BACS Cloud component. The goal is to have a pool of algorithms with different
unsupervised and supervised anomaly detection models. The algorithms are designed to work
in a uniform way with a shared interface to be compatible with the rest of the platform. The
conducted work has been split to several phases.
In phase 1 the BACS Cloud component was developed as an initial cloud anomaly detection
service. This version of the component used autoencoders and classical machine learning
algorithms from the BACSPY module. The implementation used Tensorflow2 and Python
machine learning libraries (pandas, numpy, jupyter...) The autoencoder model which was used
was very basic (one hidden layer) but was important from the implementation standpoint so all
the other algorithms could follow similar patterns.
In phase 2, several new algorithms were added:
•

TFAutoDeepAD – Similar to the initial autoencoder model (TFAutoAD) but with many
more layers. The configuration we are using now has seven hidden layers and the
number of hidden units has also been increased. Overall, the model has over 100000
trainable parameters compared to the initial TFAutoAD model which had around 500.

•

TFAutoVAEAD – Variational Autoencoder Anomaly Detection model. The main
difference between autoencoder and variational autoencoder models is that variational
autoencoders also learn the parameters of a probability distribution representing the data
used for training. This means that it is possible to sample new data and compare it with
existing real data – which can be helpful with the task of anomaly detection.

•

TFAutoDeepVAEAD – Deeper Variational Autoencoder Model (more hidden layers)

•

TFAutoWideVAEAD – Wide Variational Autoencoder Model (wider layers, for
learning of complex (many parameters) embeddings)

All the algorithms are already tested against the CRF provided AGVs sensor dataset (for use in
the Smart Factory use case) and the results will be shown later in this document.
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In phase 3, more algorithms were added, this time from Scikit-Learn and PyOD libraries. These
algorithms are also used in the BACSPY component. For now, we are using only the algorithms
suitable for unsupervised anomaly detection.
The following algorithms have been added, integrated, and tested:
•

EE_SKLAD – scikit-learn Elliptic Envelope anomaly detection model

•

SVM_SKLAD – scikit-learn Support Vector Machine (one class) anomaly detection
model

•

LOF_SKLAD – scikit-learn Local Outlier Factor anomaly detection model

•

IF_SKLAD – scikit-learn Isolation Forest anomaly detection model

•

ABOD_PyODAD – PyOD Angle-based Outlier Detector (ABOD) model

•

KNN_PyODAD – PyOD K-Nearest Neighbours model

•

PCA_PyODAD – PyOD Principal Component Analysis model

•

HBO_PyODAD – PyOD Histogram-based Outlier Detection (HBOS) model

•

AE_PyODAD – PyOD Autoencoder model (especially useful for testing against our
AE models)

In phase 4 more deep neural network models have been added to the pool. In this phase we
focused on models for prediction in time-series-like environment. The predictions are compared
to the real streaming values and then the decision whether we are looking at an anomaly is
made.
The algorithms used in this phase are:
•

TFAutoFCNAD – Tensorflow2 fully-connected prediction regression network

•

TFAutoDeepFCNAD – Tensorflow2 deep(er) fully-connected prediction regression
network

•

TFAutoLSTMAD – Tensorflow2 Long-Short Term Memory recurrent neural network
model

•

TFAutoGRUAD – Tensorflow2 Gated Recurrent Unit (simpler version of LSTM model
with fewer gates) recurrent neural network model

•

TFAutoRNNAD – Tensorflow2 traditional recurrent neural network model

The models with memory (LSTM, GRU) detected many anomalies and these models look
promising for high performance anomaly detection in our future experiments.
Lastly, in phase 5 another time-series based model was added – Facebook AI Research
Prophet1. Prophet is specifically used for univariate time-series forecasting but it can also be
used for anomaly detection as it outputs (among other metrics) boundary values for its
predictions. If a real value falls outside of these values, we are looking at an anomaly. In the
following diagram we can see a Prophet model working with one sensor data from the AGV
dataset. The green line represents the actual values, the red line represents the model
predictions, and the colourful dots represent detected anomalies and their importance factors.
1

https://facebook.github.io/prophet/
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Figure 5-2: Prophet model

Results
In this section we briefly present several metrics we used for testing our models. We considered
the numbers of detected anomalies and inference time. The inference time is especially
important for streaming sensor data.
In the following table we present the results:
Model name

Anomalies Time

Average Inference Time (seconds)

TFAutoAD

203 27.5753939151764

0.013787696957588

TFAutoDeepAD

103 28.6095705032349

0.014304785251617

16 27.8411357402801

0.01392056787014

9 27.8908522129059

0.013945426106453

19 27.6277048587799

0.01381385242939

1 0.577945470809937

0.000288972735405

SVM_SKLAD

784 0.297924280166626

0.000148962140083

LOF_SKLAD

624 1.41250705718994

0.000706253528595

1 5.49186706542969

0.002745933532715

ABOD_PyODAD

622 14.8833258152008

0.0074416629076

KNN_PyODAD

618 0.487142086029053

0.000243571043015

PCA_PyODAD

43 0.456035137176514

0.000228017568588

HBO_PyODAD

58 0.447306632995606

0.000223653316498

AE_PyODAD

32 49.4849810600281

0.024742490530014

567 28.8671371936798

0.01443356859684

1 28.6626958847046

0.014331347942352

TFAutoLSTMAD

561 28.5307483673096

0.014265374183655

TFAutoGRUAD

562

29.253086566925

0.014626543283463

TFAutoRNNAD

567 28.7253932952881

0.014362696647644

1839 12029.0124249458

5.60531799857681

TFAutoDeepVAEAD
TFAutoVAEAD
TFAutoWideVAEAD
EE_SKLAD

IF_SKLAD

TFAutoFCNAD
TFAutoDeepFCNAD

TFAutoProphetAD

The same results we also present with these two charts depicting the detected anomalies and
average inference time per model where we can see how models perform with regards to
detected anomaly count and inference performance time measures.
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Anomalies detected with different models
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Figure 5-3: Anomalies detected with different models
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Average Inference Time (s)
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Figure 5-4: Average Inference Time

Please note that the Prophet’s inference time is unusually high. This is because Prophet was not
created with streaming data in mind but rather for “whole” time-series analysis. For this specific
scenario we are using 4 Prophet models to model four real value time-series found in the AGV
dataset.
Inference times across models were very similar meaning that we will not suffer from any
performance loss in choosing any of the available algorithms. We will have to see if anomaly
detection with the Prophet library can be further optimized.
As for detected anomalies we see more mixed results. Since we are currently working with only
unsupervised learning it will be interesting to see if it is possible to validate our findings with
other supervised methods. Good indication is the similarity of detection rate shared between
many models (around 600 anomalies). If we have cases where many models output similar
results it is highly unlikely that they are all wrong.
Hyperparameter optimization is another step we will also have to consider in the future
development of this component.
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6 Traffic Analysis
The traffic analysis module will strengthen the data flow trustworthiness by capturing attacks
in network traffic in both the edge devices and the cloud. Instances of it will be placed in central
key points where it will be able to monitor all of the traffic between the different integrated
components of the C4IIoT framework. Alerts of Attacks will be reported to the corresponding
modules to initiate mitigation procedures and for visualization purposes.
FORTH’s traffic analysis module captures the traffic directly from the network interface and
creates the corresponding flows based on the IP protocol and the source and destination IP
address and ports. Then it keeps track of the payload length of each packet inside that flow,
their sequence and time of arrival of the last packet arrived for each flow. The flow gets expired
and gets deleted if an hour passes since the latest packet belonging to the flow arrives. Every
few seconds it utilizes a database of malicious signatures from known attacks and checks the
flows database for matches.
In Figure 6-1 we can see an example of network traffic classified into flows. Each line contains
the details of each flow (i.e., the source and destination IP addresses and the corresponding port
numbers, as well as the IP protocol and the timestamp of the last packet arrived for each flow),
followed by a sequence of the packet payload lengths for each packet that belongs in that flow.

Figure 6-1: Example of captured flows from network traffic

The database of malicious signatures is constructed in the training phase. Each signature is a
sequence of packet payload lengths which has been observed to remain the same in known
attacks. To construct our database we used publicly available datasets of attacks [1] [2] with a
focus on IoT and executed some attacks of our own. The novelty of our approach is that our
mechanism can also detect attacks in encrypted traffic. To accomplish that we conduct an attack
on a specific environment which uses encryption, capture the traffic and then look for a
repeating pattern inside that traffic which stays the same between multiple attacks.
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The sequence of packet payload lengths inside the pattern must be long enough to reduce the
false positive ratio. In order to test our list of malicious signatures against false positives in an
IIoT setting we used datasets of such traffic from online sources2. In addition, we will be
constructing additional signatures from attacks for our database from anomalies detected and
classified by the BACS module which will use machine learning techniques to detect anomalies.

Figure 6-2: Example of attack signatures

In Figure 6-2 we can see patterns discovered for various attacks ranging from network scanning
a specific port to password brute force attacks on commonly used ports in IoT such as SSH and
FTP. The last two signatures were produced from captured traffic from the mirai botnet [3]
which uses the telnet protocol to further spread and infect more hosts inside the network.
Multiple new IoT botnets were constructed and based on the mirai botnet functionalities.

Figure 6-3: Network Sniffing attack detected

In Figure 6-3 and Figure 6-4 we can see two examples of attacks detected between components
in our simulated integrated environment. To conduct the attacks we used the popular network
scanning tool nmap (Network Mapper) which also contains scripts for various attacks. In the
first Figure in the second terminal we conduct a port scanning attempt of port 22. Our module
listening on the network traffic on the first terminal detects the attack and reports the time it
was discovered, the attack type and the source and destination IP addresses Similarly, on the
second Figure we conduct a password brute force attack on the SSH protocol by committing
multiple login attempts using common credentials. This attack, it’s type and where is was
originated is also reported from out tool to provide information for the proper mitigation by
other C4IIoT modules.

2

https://www.netresec.com/?page=PCAP4SICS
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Figure 6-4: Brute force attack detected
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7 Mitigation Engine
7.1 CARMAS (Previously VariaMos)
CARMAS’ role within the mitigation engine is that of searching the space of possible mitigation
plans to formulate one or more mitigation plans for a suspected cyberattack. Simply put, it is a
mitigation plan search engine that, once alerted to a possible cyberattack in progress, formulates
a series of responses ranked by their adequacy in responding to the suspected attack. To achieve
this goal CARMAS leverages the capabilities of several other components of both the
mitigation engine and the project as a whole. Concretely, it exposes an API endpoint where it
can receive an impact annotated suspected attack plan, which it interprets and uses to perform
the search of the best possible mitigation plans. It then sends the plans it has found to AEGIS’
dashboard so that a human operator can validate and choose the mitigation plan that best suits
the situation. Once the finalized plan has been chosen in the dashboard, it is sent by AEGIS’
Dashboard to TSG’s SDN Controller3 to perform changes on the underlying network structure
to mitigate the attack.
A complete description of CARMAS, its architecture and the technologies it leverages can be
found in Deliverable 3.2 (D3.2), under its former name of CARMAS. That notwithstanding, in
this document we will present an overview of the changes, both to tool itself and its placement
within the project in relation to the first integrated prototype for the project. In its current state,
CARMAS is bundled as a docker container, exposing its API on port 8080.
7.1.1 CARMAS’ Reactive Cyberattack Mitigation Ontology
At the very heart of the reasoning performed by CARMAS lies its internal representation of the
domain of interest (in this case the mitigation of cyberattacks in IIoT environments). As detailed
in D3.2, this ontology was developed by integrating the concepts from STS’ SAM’s internal
representation with the latest research literature on dynamic mitigation of cyberattacks. The
role of this ontology is twofold: first, it allows the tool to have a dynamic representation of the
underlying system which it seeks to protect and the attacks that may unfold within; and, second,
it permits the tool to “build” the search space of the mitigation actions that can be set in motion
to mitigate. It then utilizes this same ontology to instantiate the possible mitigation plans that
are then to be sent to AEGIS’ dashboard tool. This ontology has been constructed such that
there is a central “core” high-level ontology4 that is then expanded through the use of different
taxonomies in the dimensions that so require it. For instance, the asset concept in the high-level
ontology is extended through the definition of a taxonomy having said “core” concept as its
root, to enable reasoning that can either be as general or as specific as needed in relation to the
particular characteristics of the asset. This has been done with the aim of enabling the rapid
evolution of the details of each element of the core ontology, whilst preserving its structure.
The first of these changes, in relation to D3.2, can be found in the asset taxonomy that expands
the “asset” dimension of our top-level ontology. In simple terms, this change relates to the
inclusion of a DNS server as one particularly important application server that deserves

3

It is worth mentioning that the description of CARMAS contained herein pertains to its capabilities for the first integration
test. As such, it will principally interact (indirectly, as is described below in section 7.1.2) with TSG’s SDN controller as an
automated mitigation method, i.e. one that requires no human involvement to set in motion. Other mitigation strategies that are
to be supported for the final version of the project will leverage other components such as HPE’s Cloud Layer Orchestrator.
4

The ontology’s high-level structure remains unchanged from D3.2 and can be consulted in section 4.1 of said document. It is
also graphically depicted in figure 3 of D3.2.
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particular attention, given its criticality in a networked infrastructure. The updated taxonomy
can be found in Figure 7-1.

Figure 7-1: Updated CARMAS Asset Taxonomy

Another substantial change to the ontology was made with regards to the Attack Action
Taxonomy. The first, and most important part of this change, pertains to the purpose of this
taxonomy: as it was originally presented, it aimed to capture and describe possible threats to a
system in general, however, as our understanding of the domain evolved, it became apparent
that as an attack is inherently composed of a series of discrete steps, and that, furthermore, the
detection systems sought to identify the specific actions themselves, it was necessary to frame
this taxonomy in terms of the actions themselves. In simpler terms, given that the combination
of the attack actions is what ultimately materializes a specific threat, it was necessary to link
(and adapt this taxonomy to the actions themselves rather than to the threats in general). This
new taxonomy is depicted in Figure 7-2.

Figure 7-2: Updated CARMAS Attack Action Taxonomy

Another substantial change to this taxonomy lies in the further specialization of several of the
classes present in Figure 7-2. As before, the general structure of the taxonomy lies unchanged,
as do the definitions given in D3.2. That being said, the following items have been added to
allow a finer-grained reasoning by the tool:
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Brute Force Password Search (as a subclass of impersonation): This particular attack
action implies that an attacker tries many possible combinations of login/password pairs
in order to gain unauthorized access to a system by posing as a legitimate user. In this
way, an attacker could gain all privileges associated to any account he manages to pose
as.
Portscan (as a subclass of Network Reconnaissance): This attack action implies the
use of tool that “scans” the exposed ports of system on a particular network to both
determine the overall topology of the network and the services that are reachable on said
hosts. This is of the utmost importance for an attacker once he has a foothold within the
system, for it is in this way that he may determine how to compromise other systems
through the exploitation of vulnerable exposed services.
Botnet (as a subclass of Malware): This attack refers to the installation of malware that
transforms the affected system into a “bot” that is remotely controlled by an attacker for
malicious purposes. This type of malware communicates with a “command and control”
server controlled by the attacker that issues orders to the affected system. This can be
used to either launch attacks against other system or even further compromise the
internal infrastructure once a foothold is gained.

The third and final change to this taxonomy, which incidentally, also explains the need for the
introduction of the aforementioned class specializations, relates to the classes now marked in
green. The meaning of this distinctive color is that these are the attack actions that, in
consultation with our other partners in the project, are detectable as of the first integration test.
The next change to the ontology is related to the mitigation actions that will be used to form the
search space for our tool. The updated mitigation action taxonomy is pictured in Figure 7-3.
Three fundamental changes have occurred in relation to the previous version shown in D3.2.
The first of these is related to the available types of mitigation actions. Concretely, given some
of the limitations of the first integrated prototype, container replacement actions will no longer
be a part of the actions that will be contemplated to mitigate an attack. Therefore, the two
principal types of actions that are available will be: (a) Network Traffic Rerouting Actions
tied to the modification of the underlying network through the SDN Controller and (b)
Network Admin Actions that will be carried out by the system’s administrator (and not a
factory worker as was stated before).

Figure 7-3: Updated CARMAS mitigation action taxonomy
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Another change relates to the inclusion of the attributes for each of the classes depicted. This is
done to clarify the information that will be concretely sent to the AEGIS Dashboard and the
SDN Controller. Furthermore, all attack action classes that are detectable as of the first demo
have been linked with their corresponding mitigation actions in the mitigation action taxonomy.
This is important for it clarifies what the available mitigation actions are for any given attack
action that is reported to the tool. The reasoning behind these actions and their intended effects
on the system remain, however, unchanged from the description given in D3.2.
7.1.2 CARMAS’ interaction with other C4IIoT components
Though the nature of CARMAS’ interactions with the other components remains mostly
unchanged, there will not be an interaction with HPE’s Cloud Layer Orchestrator (CLO) for
the first integrated version of the project since, as was mentioned before, there will be no
container replacement actions for this prototype. This will also impact the output that will be
received by AEGIS’ Dashboard for it will no longer receive this type of action within the set
of possible mitigation plans that it will receive. This will imply that the output depicted in
Figures 8 and 9 of D3.2 will contain, in lieu of container replacement actions, OS
reinstallation actions. Furthermore, for the first demonstrator, it is envisaged that once the
decision has been made in AEGIS’ Dashboard component to set in motion a particular
mitigation plan, the mitigation actions will be transmitted directly from the dashboard to the
TSG’s DISCO SDN Controller. Therefore, CARMAS will also no longer interact directly with
DISCO, but instead will do so indirectly through AEGIS’ Dashboard component.

Figure 7-4: CARMAS interaction scenario

The scenario we envisage for the first demonstrator, depicted in Figure 7-4, occurs when STS’
SAM disposes of a description of observed traffic anomalies. These are then relayed directly to
AEGIS’ Dashboard where, if the operator deems that they are indicative of an attack, they are
assembled into an impact annotated attack plan that is then transmitted to CARMAS for
analysis. Which, in turn, reports the best possible mitigation plan according to the received
definition. This novel scenario is the key difference in terms of interaction with regards to what
was described in D3.2, as it reflects the evolution in design that has taken place over the last
few months of development.
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7.1.3 CARMAS’ Demonstration
In the interest of demonstrating the tool in its current state, and in particular its ability to perform
the attack plan analysis asynchronously, we have created a Docker Compose deployment with
3 services (as is shown in Figure 7-5 below). One of these will be the CARMAS tool itself,
exposing its API on port 8080. The other two services will simulate the two different roles
played by AEGIS’ AVT: a client, to simulate the security officer deciding to send an attack
plan to CARMAS; and a server, that will simulate the reception of the mitigation plan by the
tool after the analysis has been performed. The AVT Server service will listen on port 5555.
The information is transmitted between all three services, in a JSON format.

Figure 7-5: CARMAS' Demonstration Docker Compose Configuration

The scenario that will be evaluated is the same that was contemplated in Deliverable 3.2 Section
4.2 Figure 6 and was also used by the original version of CARMAS as shown in Deliverable
3.2 Section 4.6 Figure 11. This simulation scenario will then have the two AVT services as
“mockups” or “stubs” of the functionality offered for AVT. To ensure that these stubs are
representative of the real interactions with AVT, the details of the APIs involved were
formalized as OpenAPI specifications that were agreed upon in consultation with all partners
involved.
The execution of the demonstration is as follows:
1. The AVT client “stub” prepares and send a POST request to CARMAS with a JSON
payload containing the definition of the attack plan discussed above on port 8080 and
route “/ap”.
2. CARMAS receives this input, and, if it is valid, sends back a response to the client
indicating that the input has been accepted.
3. CARMAS will then asynchronously analyze the attack plan and determine the best
corresponding mitigation plan.
4. Once CARMAS has found the plan, it will proceed to send the solution to the AVT
server “stub” on port 5555 and route “/mp”, which, if accepted, will log to a log-file the
payload corresponding to the Mitigation Plan of the reception of the mitigation plan.
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Figure 7-6: AVT Client "Stub" for the demonstration scenario

Figure 7-7: AVT Server "Stub" for the demonstration scenario

The two figures above (Figure 7-6 and Figure 7-7) contain the code for both of these simulated
stubs. The first of these, the client, as was described above, simply transforms an attack plan
definition into JSON and sends it to carmas on port 8080 and route “/ap” (meaning Attack Plan).
The second, shows a very simple web server definition with a single route handler on port 5555
and route “/mp” (meaning Mitigation Plan). What this code does is simply replies back to
CARMAS that is has correctly received the mitigation plan and logs to the logfile the
information that it received (the payload of the post request).
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Figure 7-8: CARMAS' logfile following the demonstration scenario

Figure 7-9: AVT Server "Stub" output following the demonstration scenario

Figure 7-8 and Figure 7-9 illustrate the resulting output after having run the demonstration
scenario detailed further above. Figure 7-8, in particular, shows how CARMAS handles the
input internally and then replies to the AVT server “stub”.

7.2 SDN Controller DISCO
The SDN Controller is a component of the C4IIoT framework that drives the network devices.
This component is a piece of software that overlooks the management of an underlying network
by creating, pushing and managing traffic rules in the network devices.
In the previous generation of networks, switches or routers were individually managed and they
encompassed complex logic to compute and maintain flow rules. With the SDN evolution, the
physical layer (that manipulates packets) and the control layer (that manages the physical layer)
were separated. This separation means that SDN switches / routers are emptied of any logic and
they depend on an external SDN controller for instructions on how to manipulate network
packets.
In the context of C4IIoT, the Smart Factory scenario deploys a SDN network. Each piece of
industrial equipment is linked to SDN compatible switches. To do so, they provide an
OpenFlow API to configure the internal flow tables. An internal flow table is the cornerstone
of the network device as each packet is matched against this flow table to find the expected
resulting actions: for example dropping the packet.
In this context, the SDN controller has two main tasks: first it provides a functional internal
network for day-to-day communication, second it applies mitigation actions to secure the
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network. To enable a basic internal network, the switches will forward any packet not
recognized by their internal flow table to the SDN controller. The controller will compute a
path to transport a packet from its source to its destination using a holistic view of the network.
Then from this path, OpenFlow rules are created and pushed into the switches to populate their
respective flow table. From this point, any following packet will trigger this new flow rules and
the network device will directly apply the corresponding actions without contacting the SDN
controller.
Then to strengthen the security, the C4IIoT framework surveys the ongoing traffic to spot
irregular behavior. The AEGIS’ AVT component is notified of a detected anomaly. From this
notification, and in conjunction with CARMAS, it builds a mitigation plan for the SDN
controller. The SDN controller has to identify the switches related to the mitigation plan. It also
translates the CARMAS security intent (high level API that describes the mitigation) into lower
level OpenFlow rules (which are understandable by the network devices). Then they will be
pushed to the corresponding switches. This exchange of messages is currently done with a
REST API. The SDN Controller has been extended to provide this API to the AEGIS’ AVT
component. It is done by creating a WSGI app in the SDN Controller framework to survey
networking events (such as a change in a switch’s port) and act accordingly depending on the
commands sent by AEGIS’ AVT.
AEGIS’ AVT

Figure 7-10: AEGIS’ AVT interaction with the SDN Controller

The CARMAS mitigation actions can be translated to OpenFlow rules following these
templates:
o For the Host Isolation action, to block a specific IP:
- “in_port=1,ip,nw_src=192.168.1.2,actions=drop”
o For the Rate Limiting action, to control the bandwidth between a source and a target,
the SDN controller has to create various queues in the network device with different
QoS and match a client to a queue.
o For the Packet Filtering, to block a specific port:
- “in_port=1,tcp,tp_dst=443”
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To further secure the network in the Factory scenario, the communication between the SDN
Controller and the managed network devices will be encrypted using a pair of signed SSL
certificates. This extra step makes sure that the SDN Controller can authenticate the switches
connected to him. For this it also allows switches to trust the configured controller. To
circumvent this security, attackers would need a physical access to the network device to reconfigure the attached controller.

7.3 BINSEC
7.3.1 BINSEC Overview
BINSEC is a platform for static analysis of binary codes using formal methods.
The main characteristic of BINSEC is that it operates at binary level, i.e. on program
executables (e.g. .exe files) after they have been compiled from source, which is typical for
programs written in languages like C, C++, Rust, Go, Fortran, Ada or Pascal.
Binary executables contain machine code, i.e. a combination of low-level instructions, designed
for execution by a specific processor. Thus, BINSEC analyses run for different hardware
architectures, with different instruction sets. Typical examples of its usage includes
vulnerability discovery and analysis, reverse engineering, malware analysis, program
verification at the binary level, or program verification in programs containing assembly/binary
fragments.
7.3.2 Integration of the patch oriented testing
7.3.2.1.

Context

By working on the requirements of the C4IIoT framework, we envisioned to equip our BINSEC
tool with a new patch-oriented-testing method, that allows to focus the testing on specific targets
of the code. Its role is to help incremental testing by a targeted patch differential analysis (i.e.,
trying to find security vulnerabilities by focusing on the recent additions to the code). This relies
especially on the integration of the greybox fuzzing engine AFL.
In this section, we will document the progress of integration of this patch-oriented-testing tool
into BINSEC, and its integration with the project, which was able to detect bugs in the BACSC
component developed by University of Novi Sad.
The details of the components have been presented at the RAID cybersecurity conference:
“Nguyen MD, Bardin S, Bonichon R, Groz R, Lemerre M. Binary-level Directed Fuzzing for
Use-After-Free Vulnerabilities, RAID 2020”
and at Black Hat USA 2020:
“About Directed Fuzzing and Use-After-Free: How to Find Complex & Silent Bugs”.
7.3.2.2.

Principle

The tool implements a directed fuzzing: given an input trace, the tool automatically generates
inputs whose execution follows that input trace as closely as possible. The input generation is
done using a modified version of AFL (controlled using BINSEC), but is controlled by a static
analysis phase done as a pre-processing step which is performed using BINSEC.
We have successfully used the tool to perform incremental and targeted patch differential
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analysis in the C4IIoT framework, and successfully tested it on the BACSC component. The
idea is to first detect buggy inputs of the program using a coverage-guided greybox of blackbox
fuzzer, i.e. a tool able to quickly explore a large part of the code to find bugs. In the example,
we used BINSEC symbolic execution to perform the job; we found several errors that lead the
program to crash.
We sent to the BACSC developers the results of their experiments, from which they produced
an updated version of the code where these defects were corrected. The idea of our incremental
and targeted patch differential analysis consists in using the previous bug-triggering input that
provoked crashes in the first version of the program, to extract the buggy trace in this version,
and then try to explore the vicinity of this trace to try to find if similar errors still exist in that
part of the code. Experience shows that this is often the case, which is explained by incomplete
patches, by the use of similar code patterns in similar code areas, the fact that the patch can
introduce new bugs, or that buggy code is likely to contain more bugs.
7.3.2.3.

Results

When we applied this technique on the second version of BACSC, we were able to find bugs
in this new version. In detail, our tool could extract the faulty trace from the crashing input for
the first version of the binary (this bug was a division by zero).
Using this stack trace, the tool was able to find detect a NULL pointer dereference in the vicinity
of this code:
[+] Alloc path: [['0x804954d', 'main'], ['0x8049411', 'test_autoencoder'],
['0x80492c3',
'parse_line']]
[+] Free path: [['0x804954d', 'main'], ['0x8049411', 'test_autoencoder'],
['0x80492c3',
'parse_line']]
[+] Use path: [['0x804954d', 'main'], ['0x8049411', 'test_autoencoder'],
['0x80492c3',
'parse_line']]
[+] Possible targets:
{('0x804926f', 'parse_line'): [('0x80492c3', 'parse_line')],
('0x80493a7', 'test_autoencoder'): [('0x8049411', 'test_autoencoder')],
('0x80494e3', 'main'): [('0x804954d', 'main')]}
[+] UAF bug trace: ['0x804954d,main', '0x8049411,test_autoencoder',
'0x80492c3,parse_line']

This shows that the tool works and is efficient at preventing bugs in production versions of
C4IIoT.
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8 Privacy aware, Trustworthy Data & Analytics (Data Fusion
Bus)
Within C4IIoT framework, data transfer both at the factory and in the logistics use case must
be done quickly and reliably. To achieve this, the data fusion bus (DFB) provides a trustworthy
way of transferring data between the connected components and the permanent storage. As
described in D4.1, it comprises a collection of dockerized open source and custom created
components which allows easy deployment and configuration as needed.
The architecture of DFB is depicted below:

Figure 8-1: Data Fusion Bus Architecture

Within C4IIoT framework, the DFB along with its components offer various options of
security. Initially, Kafka acts as a message broker transferring data from the edge nodes to the
cloud layer. It offers higher fault tolerance in comparison to traditional message brokers
supporting significantly higher throughput. Consequently, it is capable of handling great
amounts of data offering a high level of reliability. Furthermore, if a device writes data to the
appropriate topics, authentication is added through certificates. These certificates ensure that
data transfer between the device and the Apache Kafka is encrypted, thus making it more
secure, and also preventing unauthorized devices from sending data within C4IIoT framework.
As a result, C4IIoT ensures the encryption of the data and client authentication and
authorization, allowing only specific publishers and subscribers per topic. Additionally, by
using authorization per topic for read and write permissions, each device can only write data
for the topics for which it has been authorized, and these permissions can be revoked if required
for security reasons. Data Replication over secure channels between the cluster nodes provides
scalability, reliability and security. The secured data collected in the central KAFKA broker is
persisted in the Elasticsearch cluster. As far as DFB core is concerned, the DFB authorized
users are able to control which devices and software modules can read and write data on the
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Kafka topics using the UI. Since most data in the C4IIoT framework is transferred through
these topics, they can essentially restrict any unauthorized component from reading or writing
data. For example, if a new device is added to the Smart Factory, the DFB user will have to
give permission on that device to be able to send its data. Also, in the case where a device starts
sending corrupted data, DFB user will be able to restrict that device from writing its data, using
the DFB UI. Apart from that, the user is able to create new topics or give access to other modules
depending on the future needs. Finally, Keycloak, within C4IIoT, can be used for securing
access to the DFB Core and UI. It is therefore used to authenticate and authorize the users of
the DFB UI, allowing access only for those who provide appropriate login credentials.
Keycloak can be also extended to protect access to other UIs as well if needed.
The following is a brief description of the currently API routes developed for use by the DFB
administrator panel. All endpoints use Content-Type: application/json.
Route: /admin/api/v1/kafka/acls/
Type: GET
Description: Returns all the access control lists for the Kafka cluster
Route: /admin/api/v1/kafka/acls/groups/{group}
Type: POST
Description: Creates an ACL entry on the group resource {group}
Payload:
• principal (string: the user that the entry is created for)
• type (string: one of kafka group actions)
Route: /admin/api/v1/kafka/acls/principals/ban
Type: POST
Description: Bans a principal from all rights
Payload:
• principal
Route: /admin/api/v1/kafka/acls/topics/{topicName}
Type: POST
Description: Creates an ACL on the topic resource {topicName}
Payload:
• principal
• type (string: one of topic actions like READ, WRITE, DESCRIBE…)
Route: /admin/api/v1/kafka/acls/topics/{topicName}
Type: DELETE
Description: Deletes an ACL for the topic resource {topicName}
Payload:
• principal
• type
Route: /admin/api/v1/kafka/cluster/
Type: GET
Description: Returns Kafka cluster's nodes information
Route: /admin/api/v1/kafka/expectedcluster/
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Type: GET
Description: Returns information about the expected status of the Kafka cluster's brokers and
topics
Route: /admin/api/v1/kafka/status/
Type: GET
Description: Returns the current status of Kafka cluster's brokers and topics
Route: /admin/api/v1/kafka/topics/
Type: GET
Description: Returns a detailed list of the current topics and their partitions
Route: /admin/api/v1/kafka/topics/
Type: POST
Description: Creates a new topic
Payload:
• name (string: name of the topic)
• numPartitions (int: number of partitions the topic should have)
• replicationFactor (int: the replications of the partitions of the topic)
Route: /admin/api/v1/kafka/topics/{topicName}
Type: POST
Description: Writes a message to a topic (testing route)
Payload:
• message (string)
Route: /admin/api/v1/kafka/users/
Type: POST
Description: Create a new user authenticated by username/password for SASL/SSL
Payload:
• username (string)
• password (string)
Route: /admin/api/v1/kafka/users/certificates/
Type: POST
Description: Creates and returns certificates for a user or machine authentication
Payload:
• cn (string: the CN, common name, of the entity that will be authenticated)
Route: /admin/api/v1/kafka/utils/write-to-topic
Type: POST
Description: Allow write access for a user on a topic
Payload:
• principal (string)
• topic (string: the topic’s name)
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9 Conclusions
This deliverable, being the second output of tasks T3.1 (“Resource management and
orchestration”), T3.2 (“Behavioral analysis and cognitive security framework”) and T3.3
(“Mitigation engine”), and the first output of task T3.4 (“Trustworthiness of data flows”),
presented the various technologies forming the C4IIoT’s Level-2 and Level-3 Security
Mechanisms, as well as the Mitigation Engine and the Privacy aware, Trustworthy Data &
Analytics.
Level-2 security (“Security enabled by horizontal device-to-device communication”), aiming
at providing security and trustworthiness of data and events in their complete lifecycle, at the
edge nodes, the field gateways and the cloud, and to enable managing and authenticating
identities in C4IIoT, was discussed, and the technologies forming the Level-2 security were
shown.
Level-3 security (“Security enabled by machine learning-based Behavioral Analysis and
Cognitive Security capabilities”), in which behavioral analytics are used to provide a deeper
understanding of the whole environment, including detection of advanced threats and
anomalies, was also presented with the two main technologies in its core.
The Mitigation Engine, providing the core building block for mitigating attacks across the
different layers, with its three main components, was discussed, as well as the Privacy aware,
Trustworthy Data & Analytics technology.
As D3.3 is a demonstrator deliverable, and given that C4IIoT’s first complete prototype in
which the various components of the project participate is due at the same time as D3.3 (M18,
November 2020), D3.3 was an opportunity to share demonstrations of the tools covered by the
scope of this deliverable.
As the C4IIoT project continues, the technologies described in this deliverable and the
integration between them all will continue to develop. Future updates and developments,
towards C4IIoT second prototype, will have the opportunity to be presented and discussed in
the future as part of deliverable D3.4 (“Cyber assurance and protection in an industrial cloud
infrastructure”) at M30.

C4IIoT

- 54 -

November 30, 2020

C4IIOT D3.3

SU-ICT-2018/№ 833828

References
[1] H. Kang, D. H. Ahn, G. M. Lee, J. D. Yoo, K. H. Park and H. K. Kim, “IoT network intrusion
dataset,” IEEE Dataport, 2019. [Online]. Available: http://dx.doi.org/10.21227/q70p-q449.
[2] I. Sharafaldin, A. H. Lashkari and A. A. Ghorban, “Toward Generating a New Intrusion
Detection Dataset and Intrusion Traffic Characterization,” in 4th International Conference on
Information Systems Security and Privacy (ICISSP), Portugal, 2018.
[3] Antonakakis, M., April, T., Bailey, M., Bernhard, M., Bursztein, E., Cochran, J., Durumeric,
Z., Halderman, J. A., Invernizzi, L., Kallitsis, M., et al. Understanding the Mirai botnet. In
USENIX Security Symposium (2017).
[4] “Hyperledger
Fabric
website,”
https://www.hyperledger.org/projects/fabric

C4IIoT

- 55 -

[Online].

Available:

November 30, 2020

